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Abstract—Optimal power flow (OPF) seeks the operation point
of a power system that maximizes a given objective function
and satisfies operational and physical constraints. Given real-
time operating conditions and the large scale of the power system,
it is demanding to develop algorithms that allow for OPF to be
decomposed and efficiently solved on parallel computing systems.
In our work, we develop a parallel algorithm for applying the
primal-dual interior point method to solve OPF. The primal-
dual interior point method has a much faster convergence rate
than gradient-based algorithms but requires solving a series of
large, sparse linear systems. We design efficient parallelized and
iterative methods to solve such linear systems which utilize the
sparsity structure of the system matrix.

Index Terms—Optimal power flow, distributed optimization,
interior-point methods.

I. INTRODUCTION

Optimal power flow (OPF) solves for the values of power
generations and loads that optimize a particular objective, such
as minimizing operation costs and maximizing user utility,
subject to physical and operational constraints. In order for
the grid operator to respond immediately and efficiently to
fluctuations in load and generation, especially when there is
a large penetration of renewable energy, a solution to OPF
needs to be available on the order of seconds or minutes. This
demands new approaches to solving OPF, which allow for
efficient use of parallel computing systems. Such approaches
provide a way for different control areas to coordinate with
limited and local communication.

Previous parallel approaches to the OPF problem are mostly
first-order (i.e. gradient-based) methods. As an example, in [1],
the authors develop an algorithm based on primal and dual
decomposition techniques as a distributed solution to OPF.
In [2]–[4], the ADMM algorithm is used as a distributed
semidefinite programming solver, which is shown to have
improved convergence results compared to those in [1]. How-
ever, ADMM-based approaches usually achieve a sublinear
or linear convergence rate [5]. In [6], a fully distributed
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algorithm for OPF is proposed based on proximal message-
passing algorithm, a version of ADMM.

On the other hand, primal-dual interior point (PDIP) meth-
ods, which are Newton-based approaches, demonstrate fast
convergence behavior on various optimization problems, in-
cluding OPF [7], [8]. In [9], a decentralized Newton-based
approach based on the unlimited point algorithm is presented.
The unlimited point algorithm introduces slack variables
whereas PDIP methods successively solve a series of problems
parameterized by an increasing barrier parameter. In [9], each
control area solves a local optimization problem. In contrast,
we decompose the global optimization problem across control
areas.

PDIP methods usually achieve a superlinear convergence
rate [10]. However, the primal-dual interior point method
requires solving a large, sparse linear system at each iteration
to calculate the search direction for updating the current
estimate. For large systems, such as real-scale power networks
with thousands of buses, direct inversion can be prohibitive in
terms of computation.

To solve these series of large, sparse systems, we propose
iterative, distributed methods based on matrix-splitting [11].
We design the matrix-splitting in order to exploit the sparsity
and the topology that are inherent to the problem and the
power network structure. Iteratively solving for the search
direction introduces a set of inner iterations at each outer PDIP
iteration. A centralized controller is used to calculate the step
length and termination criteria. In this work, we consider the
linearized DC power flow model. The method designed in this
paper can be extended to the AC power flow model, which will
be considered in future work. The main contributions of this
work include:

1) A parallel PDIP method for DC-OPF is proposed. Its
convergence rate is demonstrated on several systems and
shown to scale favorably as the network size grows.

2) Local processing is used to limit communication require-
ments with the central processor. The search direction,
which is the main computational burden, is calculated in
a fully distributed way.

Notations: We use vk to denote the kth entry of a vector v. The
(i, j)th entry of a matrix M is given by Mij . The transpose
of a vector or matrix X is denoted by XT . We use M � 0 to
denote thatM is positive definite. For a vector-valued function



f : Rm → Rn,

Df(x)
def
=

 ∇f1(x)T

...
∇fn(x)T

 .
II. PROBLEM STATEMENT

A. DC Power Flow Model

We consider a multi-area interconnected power network,
denoted by an undirected graph (N ,L) with a set N def

=
{1, 2, . . . , n} of buses and a set L ⊆ N ×N of transmission
lines connecting the buses. Let the total number of transmis-
sion lines be |L| = L. Let the power injection profile, p ∈ Rn,
be the value of the net real power injection at every bus. A
positive power injection denotes a generation bus, whereas a
negative power injection denotes a demand bus. Let f denote
the real power flow along every branch in the power network
f ∈ RL. The real power injection at bus i is given by

pi =
∑
j∈Ni

fl(i,j), (1)

where fl(i,j) is the real power flow along the line l(i, j)
connecting buses i and j. The quantity fl(i,j) is positive if
the direction of the flow is towards bus j and negative if it is
towards bus i. We use the following convention: a line between
buses l(i, j) is an ordered pair with i < j. The relation between
power flows and injections can be written in matrix form

Bf = p, (2)

where

Bil =


1 if power flows on line l from bus i
−1 if power flows on line l to bus i

0 if bus i and line l are not connected

The matrix B encodes the network structure.

B. Mathematical Program Formulation

The optimization problem we study in this paper is to
minimize cost subject to line capacity and power injection
constraints:

min f0(x)

s.t. Ax = 0

g(x) < 0. (3)

The decision variables x are the real power injections, p, and
real power flows, f . We consider a differentiable, convex ob-
jective function f0(x). The equality constraints enforcing the
relation between power injections and power flows, Bf = p,
can be re-written as Ax = 0, where

A
def
= [−I B] (4)

x
def
= [p f ]T (5)

The inequality constraints g(x) < 0 can be written as

g(x)
def
=

[ p−p̄
p−p
f−f̄
f−f

]
< 0, (6)

where p̄ and p are constants representing the upper and lower
power injection capacities, respectively. Similarily, f̄ and f
are constants representing the upper and lower line capacities,
respectively. The lower bound on the power flow ensures that
it cannot be too large in either direction along a line. A key
feature of this formulation is that the objective function and
inequality constraints are separable. In summary, we have the
following formulation of DC-OPF as a linear equality and
linear inequality constrained problem,

min f0(p)

s.t.[−I B]
[ p
f

]
= 0[ p−p̄

p−p
f−f̄
f−f

]
< 0 (7)

We propose using primal-dual interior point (PDIP) methods
to solve the optimization problem in (7). First, we will provide
a basic overview of interior-point algorithms, and then we will
present our parallel PDIP algorithm for OPF.

C. Preliminaries on Interior-Point Methods

Interior-point methods are used to solve optimization prob-
lems with inequality constraints and often demonstrate super-
linear convergence behavior [10]. To deal with the inequality
constraints, interior-point methods solve a series of equality-
constrained problems that are a function of an adaptively
changing parameter γ > 0 [12]. As γ increases, the inequality
constraints are more strictly enforced. For each value of γ,
Newton’s method is applied to solve the Karush-Kuhn-Tucker
(KKT) equations. For the DC-OPF formulation in (7), the
KKT equations are given by

rγ(x,λ,ν) =
[ rdual
rcent
rpri

]
def
=

[
∇f0(x)+Dg(x)Tλ+AT ν

−diag(λ)g(x)−(1/γ)1
Ax

]
, (8)

where the dual variables ν are associated with the equality
constraints and the centrality variables λ are associated with
the inequality constraints. Let

y
def
= (x,λ,ν), ∆y

def
= (∆x,∆λ,∆ν). (9)

Primal-dual interior-point methods utilize Newton’s method
to solve the set of non-linear equations rγ(y) = 0 via the
following first-order approximation

Drγ(y′)∆y = rγ(y′), (10)

where y′ is the value of the previous PDIP iterate. The basic
outline of an interior-point algorithm is summarized below
[12].

III. PARALLEL PRIMAL-DUAL INTERIOR-POINT METHOD
FOR OPF

Our aim is to develop a parallel primal-dual interior-point
(PDIP) algorithm for the OPF formulation in (7) with limited
communication. We partition the buses of the power network
into N control areas. The decision variables associated with
the power injections at the buses in control area I are denoted
pI . Consider the decision variable associated with the power
flow on line l(i, j). Recall that our convention requires i <



Algorithm 1 Interior-Point Algorithm Overview [12]
1: Choose an initial feasible point for inequality constraints.
2: while termination critera unsatisfied do
3: Set parameter γ in terms of current iterate, y.
4: Compute the search direction, ∆y.
5: Compute the step length, d.
6: Compute the next iterate, y+ = y + d∆y.
7: Evaluate termination criteria to measure feasibility and

optimality of current solution, y+.

j. We assign the decision variable fl(i,j) to the control area
containing bus i. Denote the following sets for control area I

FI = {fl(i,j) | i ∈ I, j ∈ I}
SI = {fl(i,j) | i ∈ I, j ∈ J 6= I}
TI = {fl(j,i) | i ∈ I, j ∈ J 6= I}. (11)

This partitions the power flows spanning two different control
areas into two categories 1) those that are locally available SI
and 2) those that must be communicated TI . These sets are
useful for analyzing the communication requirements in later
sections. Thus, fI = FI ∪ SI .

There are three challenges to developing a parallel PDIP
algorithm for OPF: 1) solving for the search direction ∆y in
Step 4 of Algorithm 1, 2) calculating the step length d in Step
5, and 3) evaluating the termination criteria in a parallel way
in Step 7.

A. Distributed Search Direction Calculation

Calculating the search direction involves solving the large,
sparse linear system in (10). For DC-OPF, we have the
following simplifications to (8)

rdual =

∇pf0

0

+



λ(p̄1)−λ(p
1
)

...
λ(p̄n)−λ(p

n
)

λ(f̄1)−λ(f
1
)

...
λ(f̄L)−λ(f

L
)

+

 −ν
BTν

 , (12)

where λ(p̄i) and λ(p
i
) are the centrality variables associated

with the upper and lower capacity constraints on the power
injection at bus i, respectively. Similarily, λ(f̄i) and λ(f

i
) are

the centrality variables associated with the upper and lower
capacity constraints on line i, respectively. Furthermore, since
g(x) is separable, the entries of the vector rcent are separable.
We note that except for the term BTν in rdual and the term
Bf in rpri our formulation yields expressions for the KKT
equations that are separable. In later sections, we will show
how this facilitates a parallel solution to (8). A reduced system
to (10) is formed by eliminating ∆x and ∆λ, yielding

AH−1AT∆ν =rpri −AH−1rdual

−AH−1Dg(x)T diag(g(x))−1rcent (13)

where for DC-OPF, the matrixH is diagonal with ith diagonal
entry given by

[H]ii =


∂2f0
∂p2i

+
−λ(p

i
)

p
i
−pi + −λ(p̄i)

pi−p̄i 1 ≤ i ≤ n
−λ(f

i−n
)

−fi−n+f
i−n

+ −λ(f̄i−n)

fi−n−f̄i−n
n+ 1 ≤ i ≤ n+ L.

(14)

Let P def
= (AH−1AT ) (15)

w
def
= rpri −AH−1(rdual +Dg(x)T diag(g(x))−1rcent),

(16)

where the simplifications for terms comprising w are given in
(8) and (12). We now present a fully-distributed method for
calculating the solution to

P∆ν = w. (17)

To achieve this, the decision variables x are permuted and
partitioned into control areas,

x = [x1 x2 . . . xN ]T , (18)

where xI = [pI fI ]
T . The equality and inequality constraints

are permuted according to the reordering of the decision
variables in x. For simplicity, we allow this abuse in notation
for x,A, and g(·), where the ordering will be assumed to be
according to (18) in the sequel. Under our formulation, the
system matrix P is a large, sparse system. As an example,
the sparsity pattern of P for a 118-bus power system is given
in Figure 1. Our aim is to develop an efficient iterative method
based on matrix-splitting to exploit this sparsity to solve the
reduced system in (17). Consider decomposing the matrix P
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118−Bus System: Sparsity Pattern P

Figure 1. The sparsity of the system matrix P can be used to develop an
efficient iterative inversion method.

into the difference of two matrices M and N . Provided the
spectral radius ρ(M−1N) is less than one, let the fixed-point
of the sequence

∆νt+1 = M−1Nνt +M−1w, (19)

be ∆ν∗, then P∆ν∗ = w. The splitting (i.e. choice of M and
N ) should be designed so that 1) the matrix-splitting iterates
converge and 2) the iterates in (19) are easy to calculate in a
distributed way.

Without loss of generality, assume the bus ids and line ids



are consecutively assigned across control areas. The matrix P
can be decomposed into the sum of a block-diagonal matrix,
D, and a matrix containing the remaining off-diagonal entries
E. The consecutive ordering of the bus and line indices
described above allows for all entries of P corresponding to
buses within the same control area to be contained within a
single diagonal block. Specifically, let

Dij =


Pij if buses i and j

belong to the same control area
0 otherwise

, (20)

Eij =


Pij if buses i and j

belong to different control areas
0 otherwise

, (21)

yielding P = D + E. We use the following matrix-splitting
design

M = D + τĒ, N = τĒ −E, (22)

where τ is a scalar parameter and Ē is a diagonal matrix
whose ith diagonal entry equals

Ēii
def
=
∑
j 6=i

|Aij |. (23)

This is a block-Jacobi scheme modified to be diagonally
dominant. We have the following proposition which ensures
convergence of the matrix-splitting iterates in (19).

Proposition 1. Using the splitting in (22), for τ ≥ 1
2 , the

iterative updates in (19) converge.

The proof is given in Appendix A. Control area I has its search
direction update given by

∆νt+1
I = M−1

I

∑
J 6=I

NIJ∆νtJ +wI

 . (24)

The calculation for the search direction ∆y concludes by
using back-substitution of ∆ν to calculate ∆x and ∆λ. The
information exchange needed to calculate the search direction
in a fully-distributed way is summarized in the following
proposition.

Proposition 2. In order to calculate ∆yt+1
I in a fully dis-

tributed way, area I must receive from its neighbors the values
of the power flows in the set TI defined in (11). In addition,
for the power flows in SI , consider the set of neighboring
buses {j} in other control areas. The neighboring control
areas must send the values of {νj ,∆νj} corresponding to
the power injections at these buses. For the power flows in
l ∈ TI , the neighboring control areas must send the values of
rdual corresponding to the decision variables for power flows
l ∈ TI and the values of rcent corresponding to the inequality
constraints on the lower and upper bounds for power flows
l ∈ TI .

The proof of the above result is provided in Appendix B.

B. Parallel Step Length Calculation

Once the search direction ∆y has been calculated, the next
iterate y+ is produced from the current iterate y by

y+ = y + d∆y, (25)

where d is the step length (Steps 5 and 6, Algorithm 1). A
full Newton step corresponds to a step length of 1. In order
to ensure feasibility (e.g., g(x+) < 0 and λ+ ≥ 0), the
step length is in general less than 1. One common approach
to determining the step length is to use a backtracking line
search [12]. To facilitate parallelization of the backtracking
line search, we introduce local pre-processing schemes that
• Reduce the size of the information sent and the compu-

tation to be performed at the central coordinator.
• Allow for increased privacy by disclosing a surjective

function of each control area’s information to the central
coordinator.

Our proposed parallel backtracking line search is presented
in Algorithm 2 and based on the centralized one given in [12].
The parameters α and β are chose a priori.

Algorithm 2 Parallel Backtracking Line Search Calculation
1: Each control area I calculates dImax =

min{1,mini|λi∈yI
{−λi/∆λi < 0}} and sends it to

the central coordinator, C.
2: C calculates dmax := minI{dImax} and sends it to the

control areas.
3: Each area I sets dI := dmax.
4: while gI(x+) ≥ 0 do dI := 0.99 ∗ dmax.
5: Each area I sends dI to C.
6: C calculates d := minI{dI} and sends it to control areas.
7: Each area I sets dI := d.
8: while ||[rγ(y+)]I ||2 ≥ (1−αdI)||[rγ(y)]I ||2 do dI := βd

9: Each area sends dI to C.
10: C calculates d := minI{dI} and sends it to all areas.

The convergence of the centralized version of this scheme in a
finite number of steps is guaranteed in [12]. The convergence
of the parallel scheme follows easily. Beside communica-
tion with the central processor, we consider the neighbor-
to-neighbor communication of this algorithm. First, we note
that gI(x+) can be calculated locally at each area without
communication. The only information exchange between areas
is used to calculate the norm of the residuals in Step 8 of
Algorithm 2. The information exchange is summarized in the
following proposition.

Proposition 3. To calculate rIγ(y), area I must receive from
its neighbors the values of the power flows in the set TI
defined in (11). In addition, for the power flows in SI , consider
the set of neighboring buses {j} in other control areas.
The neighboring control areas must send the values of {νj}
corresponding to the power injections at these buses.

The proof is provided in Appendix C. Of note, as shown
in Proposition 2, this information was already exchanged in



calculating the search direction.

C. Parallel Termination Checking

Criteria measuring the feasibility and optimality of the new
iterate are evaluated to determine whether to terminate the
algorithm. Again, we consider how local pre-processing can
be done to more effectively parallelize the algorithm. Locally,
at PDIP iteration k each area I calculates η̂I = g(xkI )TλkI
in parallel. This is then sent to the central coordinator, which
sums all contributions to calculate η̂ =

∑N
I=1 η̂I . Each area

has already calculated the squared norm of its local residual
vectors ||rpri,I ||2 and ||rdual,I ||2 during the backtracking line
search in Section III-B. These values are sent to the central
coordinator, which calculates ||rpri|| =

√∑N
I=1 ||rpri,I ||2

and ||rdual|| =
√∑N

I=1 ||rdual,I ||2. The central coordinator
checks the termination criterion and broadcasts whether or not
to terminate to all control areas.

D. Overview of Parallel PDIP and Analysis of Communication
Requirements

We detail the communication requirements for each of the
13 steps in the proposed parallel PDIP-OPF in Algorithm 3.

Algorithm 3 Parallel PDIP-OPF for Control Area I
1: Initialization: Set feasible initial point for y0, and set
||rpri||2, ||rdual||2, and η̂ to 10 ∗max(εfeas, ε).

2: while ||rpri||2 > εfeas, ||rdual||2 > εfeas, or η̂ > ε do
3: Calculate tk := µm/η̂
4: Calculate M−1

I wI .
5: Initialize ∆νtI := 0
6: while ||∆νt+1

I −∆νtI || > δ do
7: Calculate ∆νt+1

I = M−1
I [wI +

∑
J 6=INIJ∆νtJ ]

8: ∆νkI := ∆νt+1
I

9: Substitute ∆νkI to calculate ∆xkI .
10: Substitute ∆xkI to calculate ∆λkI .
11: Coordinate with central controller to calculate step size

dk using backtracking line search.
12: Calculate next PDIP iterate yk+1

I = ykI + dk∆ykI .
13: Coordinate with central controller to calculate η̂ =
−g(xk+1)Tλk+1.

• In Step 1, no communication is required. The y variables
are initialized to a point feasible with respect to the in-
equality constraints. For example, we initialize the power
injections, λ centrality variables, and ν dual variables to
small positive values, and the power flows are initially set
to zero. We assume each control area is given the global
initial starting point a priori.

• In Steps 2 and 3, no communication is needed. The values
for the residuals and surrogate duality gap, η̂, are either
set at initialization or calculated below in the previous
iteration. The parameter µ is a constant, and m = 2(n+
L) is the number of inequality constraints.

• A fully distributed scheme for calculating Step 4 and
its communication requirements (see Proposition 2) are

given in Section III-A. We stress that in the system matrix
P = AH−1AT only the diagonal matrix H changes at
each PDIP iteration, so there is limited computation to
recalculate P .

• In Steps 5, 6, 8, and 12 all quantities are local, so no
communication is needed.

• In Step 7, only neighbor-to-neighbor communication
is needed. As shown in the proof of Proposition 2,
{NIJ |J 6= I} can be calculated locally. The matrix NIJ

is non-zero only if control area I contains at least one
bus with a neighbor in control area J. Only the updates
to the dual Newton step, {∆vtJ |NIJ 6= 0}, need to be
communicated at each matrix-splitting iteration.

• In Steps 9 and 10, no additional communication is needed
as values were communicated at Steps 4 and 7.

• In Step 11, coordination with a central coordinator is
required with local processing as described in Algorithm
2. The neighbor-to-neighbor exchange is the same as
required in Proposition 2 and needs only to be done once
per PDIP iteration.

• In Step 13, local pre-processing in Section III-C is used
to reduce the communication and computation with the
central processor.

IV. NUMERICAL RESULTS

In Figure 2, we study the performance of the parallel PDIP
algorithm for two different size networks, the IEEE 118-bus
and PEGASE 1,354-bus [13], [14]. We use the following
quadratic cost function:

f0(x)
def
=

n∑
i=1

aip
2
i + bipi + ci. (26)

The convergence using direct inversion (i.e., centralized
method) to solve system (17) is compared to that using the
iterative inversion (i.e., distributed method) under partitionings
into different sized control areas. Both the centralized and
distributed methods converge within several PDIP iterations.
Moreover, as the network size grows, the number of PDIP
iterations needed remains constant, and and the degree to
which the network is partitioned can tune the computational
cost of each iteration. Using more control areas corresponds
to a more distributed configuration with comparable perfor-
mance. In Figure 2, the primal residual converges to zero
ensuring feasibility of the equality constraints, and the step
size becomes one (i.e., a full Newton step) as the PDIP method
converges. The values used for µ, α, and β are 10, 0.01,
and 0.3, respectively. The number of inner matrix-splitting
iterations used in the distributed method is determined by
the following termination criterion, |∆v+ − ∆v| < δ, where
δ = 10−10. The number of matrix-splitting iterations used per
PDIP iteration is given in Table I.

The modified block-Jacobi method allows for a fully dis-
tributed calculation of the search direction. However, parallel
direct inversion methods for sparse matrices like multifrontal
LU decomposition can be an attractive choice when memory
and centralized communication is not of high concern. Using
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Figure 2. These figures show the performance of the PDIP and proposed parallel PDIP methods for the DC-OPF formulated in Section II-B. The main figures
compare the convergence of the objective function for different number of control areas. The inset figures provide various performance measures beyond the
objective function.

multifrontal LU decomposition, we achieve a runtime of
6.10 ∗ 10−3 seconds for solving the search direction on the
PEGASE 9,241-bus system. To compare to this method, in
(19), the inverse M−1

I is calculated only at the first matrix-
splitting iteration and then can be reused, so that all subsequent
iterations are reduced to simple matrix-vector multiplications.
Different control areas contain a different number of buses.
Using control areas with 11, 51, and 101 buses, the local
matrix inversion required at the first iteration takes tinv =
8.87∗10−5, 4.39∗10−4, and 1.2∗10−4 seconds, respectively.
A single inner iteration of the modified block Jacobi method
for the 9,241-bus system takes tloop = 2.85∗10−5, 3.09∗10−5,
and 4.36 ∗ 10−5 seconds using control areas with 11, 51, and
101 buses, respectively. All runtimes are averaged over 50
trials. Control areas with smaller numbers of buses require less
computation time, so increasing the number of control areas
makes the algorithm highly scalable. Then, without taking
into account communication time, the total runtime for the
modified block-Jacobi method is Ninner×tloop+tinv seconds,
where Ninner is the number of matrix-splitting iterations used.
The value for Ninner depends on the tolerance δ. In future
work, we will further explore the trade-off between the inner-
loop tolerance and outer-loop convergence.

V. CONCLUSION

We presented a parallel primal-dual interior point method
for optimal power flow. The favorable convergence properties
of PDIP are demonstrated through numerical experiments.
The limited communication requirements are analyzed. In
future work, we plan to extend to the AC-OPF problem
and implement it using MPI in order to accurately measure
runtimes.

TABLE I. NUMBER OF MATRIX-SPLITTING ITERATIONS

PDIP n=118 n=118 n=118 n=1354 n=1354 n=1354
Iteration N=2 N=4 N=6 N=4 N=6 N=9

1 249 629 667 1580 1593 1677
2 298 724 697 1981 1877 1986
3 374 941 777 3309 2539 2428
4 441 1627 767 4217 2622 2096
5 589 1759 609 2929 2053 1645
6 437 1021 505 2117 1613 1309
7 – – – 1668 1261 1004
8 – – – 1262 922 702

APPENDIX

A. Proof of Proposition 1: Convergence of Matrix-Splitting
Iterates

Proof. The sequence {∆vt} in (19) converges to its limit
∆v∗ as t → ∞ if and only if the spectral radius of the
matrix M−1N is strictly less than 1 [11]. Furthermore, if
the sequence converges, the limit ∆v∗ is the solution of the
system, (i.e., P∆v∗ = w). In order to have the spectral radius
ρ(M−1N) < 1, it is sufficient to have P = M −N � 0
and M +N � 0 [15]. To show that P � 0, it is sufficient to
show that 1) AT has full column rank and that 2) H−1 has
strictly positive diagonal entries. Recall from (7) that

AT =
[
−I
BT

]
.

The matrix AT has full column rank by construction. Last,
we show that H has strictly positive diagonal entries. From



[12], we have

H =∇2f0(x) +

m∑
i=1

λi∇2gi(x)+

m∑
i=1

λi
−gi(x)

∇gi(x)∇gi(x)T (27a)

=∇2f0(x) +

m∑
i=1

λi
−gi(x)

∇gi(x)∇gi(x)T , (27b)

where ∇2fi(x) is zero since the inequality constraints in (3)
are linear. Furthermore, since the inequality constraints are
separable and there are two inequality constraints per decision
variable,

m∑
i=1

∇gi(x)∇gi(x)T = 2I(n+L)×(n+L).

Since each iterate is feasible, fi(x) ≤ 0 and λi ≥ 0, so we
have −λi/fi(x) ≥ 0. Therefore, the matrix given by

m∑
i=1

λi
−fi(x)

∇fi(x)∇fi(x)T

is diagonal with strictly positive values. Since f0 is a strictly
convex function separable in p,∇2f0(x) is a diagonal matrix
with strictly positive values on the entries corresponding to the
power injections and zero values on the entries corresponding
to the power flows. We conclude that H is diagonal with
strictly positive diagonal entries, which finalizes the proof.
Second, M + N is positive definite due to its construction
which makes it diagonally dominant. Details, omitted here for
space, are provided in [16].

B. Proof of Proposition 2: Communication Requirements for
∆yI

Proof. Calculation of ∆y involves computing the term
M−1

I wI . First, we note that the matrix M−1
I can be calcu-

lated locally without any communication. To see this, note
that area I can calculate MI and {NIJ |J 6= I} as de-
fined in (20)-(22). We have that Pij =

∑
l[H

−1]llAilAjl
. The matrix A simply encodes the topology of the net-
work, and assuming a control area knows all of its neigh-
boring buses, the ith row of A is known to the control
area containing bus i. The diagonal matrix H is charac-
terized in (15), and each control area can locally calculate
its relevant entries of H. We stress that in calculating P
at each PDIP iteration, only the matrix H is changing. For
w in (16), we see that the information exchange needed for
calculating rdual and rcent is the same as that in Proposi-
tion 3. We note that H−1[Dg(x)T diag(g(x))−1rcent]I and
H−1rdual require no communication to calculate locally. In
our formulation the inequality constraints g(x) are linear
and separable, so there is no mixing of terms that might
require communication. To calculate locally relevant entries
of AH−1[Dg(x)T diag(g(x))−1rcent]I and A[rdual]I , areas
need to receive entries in rdual and rcent corresponding to
power flows in TI .

C. Proof of Proposition 3: Communication Requirements for
rIγ(y)

Proof. As noted in equations (8) and (12), the only terms that
violate the separability of rγ(y) are Bf and BTν. Thus,
it is sufficient to analyze the communication requirements
for calculating these two terms. The relevant entries of the
vectorBf to area I correspond to the power injection decision
variables local to area I. For the power injection at node i,
calculation of [Bf ]i requires the values of all power flows
incident to bus i. Therefore, neighbors must send the values
of the flows in TI to area I. Similarily, the relevant entries
of the vector BTν to area I correspond to the power flows
in FI ∪ SI . For the power flow fl(i,j) ∈ SI , calculation of
[BTν]l requires node j to send the value of its dual variable
ν(pj) to node i.
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